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Abstract

Our society is rapidly becoming more digital, with online activities driving a signifi-
cant portion of this transformation. To support this massive increase in online traffic,
particularly in sectors like online gaming, video streaming, and e-commerce, datacen-
ters have become indispensable. Simulation is a critical part of exploring datacenter
technologies, enabling scalable experimentation and what-if analysis in a matter of
minutes to hours. Regrettably, the networking component is frequently neglected,
despite accounting for nearly 20% of the total energy consumption in datacenters and
being essential for ensuring high quality of service (QoS) delivery. This highlights
the need for simulators that not only incorporate emerging technologies and appli-
cations but also provide comprehensive modeling of networking interactions within
the datacenter environment. Addressing this necessity, we enhance the capabilities of
OpenDC, a state-of-the-art datacenter simulator, which already supports features such
as machine learning, function-as-a-service (FaaS), serverless computing and the pro-
curement of HCP-as-a-service infrastructure. By introducing networking simulation
capabilities, we position OpenDC as a pioneering tool for simulating compute-network
interactions and in-depth analysis of datacenters energy consumption and QoS. Our
design supports both networking-only and compute-networking workloads, including
a comprehensive library of prefabricated components and topologies for constructing
and sharing datacenter designs, and accommodating a wide range of input formats and
output metrics. We also focused on convenience and extensibility, with an interactive
interface aimed at educational use and ease of adoption, and adhering to modern soft-
ware development standards. The ability to scale from small-scale experiments using
an interactive interface to large-scale analyses of energy consumption and QoS, with
its integration with compute simulations, positions OpenDC as a valuable tool for a
wide range of users, including students, researchers, and datacenter operators.
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1 Introduction

In this section we discuss the context of the work, diving into the basics of cloud datacen-
ters, introducing research questions and contributions of this paper.

1.1 Context

The strain on network infrastructures is escalating due to a rapid increase in internet
traffic, driven by factors such as the rise of high-definition content, the proliferation of
connected devices, and the growth of data-intensive applications. Each day, over 400
exabytes of data are generated, and in 2025, this number is projected to surge to almost
500 exabytes per day (=23% increase) [44], B]. Nokia’s Global Network Traffic Report [2]
predicts that global network traffic demand will reach between 2,443 to 3,109 exabytes
per month in 2030, with a compounded annual growth rate (CAGR) reaching as high as
32%. One relevant factor of the increasing traffic demand is online gaming, which ranks as
one of the fastest growing sectors in the entertainment industry [42] and in particular of
cloud gaming, which relies on remote servers for running and rendering games, streaming
in real time the player point of view (POV). Depending on network and video quality,
cloud gaming can consume up to 45 Mb/s [16]. To support this massive increase in
online traffic, particularly in sectors like online gaming, video streaming, and e-commerce,
datacenters have become indispensable, being central to the operations of virtually every
online service. As the demand for low-latency gaming experiences and high-quality video
streams increases, so does the need for scalable datacenters capable of delivering high
QoS. As these facilities expand to meet rising data demands, their substantial energy
consumption and carbon footprint have come under scrutiny. This has led to increased
focus on assessing their environmental impact.

1.2 Problem

The global energy crisis has become a pressing issue, exacerbated by the growing demand
for energy across various sectors and the slow transition to renewable sources. Current
energy infrastructures are struggling to meet the increasing consumption rates, leading to
concerns about energy security, and environmental sustainability [15]. According to recent
studies, the strain on energy resources is particularly evident in sectors like Information
and Communication Technology (ICT), where datacenters alone are projected to account
for about 4.5% of the global electricity demand in 2025 [33]. Despite accounting for about
20% of the total datacenter energy consumption [I4], datacenter’s networking is rarely the
research focus in the field. The alarming energy impact of datacenter has brought the need
to analyze their energy consumption to find ways to reduce their energy footprint without
compromising QoS. One approach to evaluating datacenter performance is benchmarking,
which involves monitoring and recording various metrics over a defined time period. How-
ever, this method presents significant challenges, as it requires substantial investments of
both time and capital. Additionally, it is advantageous to predict the performance and
energy impact of a given configuration prior to its deployment, minimizing the risk of
suboptimal performance and ensuring that the system meets operational expectations.
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Research Questions

How to model network resources in datacenters?

This research revolves around the effective modeling of network resources within
datacenters (Section [3]), and how to accurately predict their usage and their impact
on QoS and energy consumption. Network is a critical component in datacenters,
however there are no existing standard methodologies or models for large scale dat-
acenter networks.

How to integrate network and compute workloads in an event-driven datacenter
simulation?

It is important to enable comprehensive evaluation of datacenter infrastructures,
combining compute and network simulation. The main challenge derives from the
complexity of integrating the network design into existing systems and simulators,
while also providing the flexibility of network-only simulation, experimentation and
evaluation (Section [)).

How do datacenter networks affect their energy use and QoS?

Understanding the impact of datacenter networks have on metrics such as energy
consumption and QoS is essential. We aim to demonstrate the effectiveness of our
simulator through a series of experiments designed to validate its functionality, while
gaining insights into the impact of isolated components and policies on global dat-
acenter energy consumption and QoS (Section . Additionally, we evaluate the
worst-case simulator performance and scalability across different independent vari-
ables, providing a clearer understanding of the simulator’s scalability and potential
areas for improvement (Section [5.5).

Main Contributions

To address the research questions outlined in Section we present the following main
contributions:

MC1

MC2

We present a state-of-the-art, event-driven datacenter network simulator, designed
to support the modeling and simulation of arbitrary network topologies through an
intuitive command-line interface (CLI) (Section [3).

The simulator, developed following modern engineering practices, offers advanced
features, including support for various energy models, QoS policies, and software-
defined networking (SDN). Additionally, it facilitates the easy sharing and reuse of
topologies and scenarios, providing a flexible and comprehensive tool for network
simulation.

We integrate the network simulator with OpenDC, a highly regarded datacenter
simulator developed over the course of 7+ years [36, 28], 37] (Section [4)).

This integration results in a robust tool capable of simulating comprehensive data-
center scenarios, including both computational and networking workloads. By ac-
curately modeling the interactions between these components, OpenDC provides a
more holistic evaluation of datacenter performance compared to other simulators.



MC3 We present some use cases for datacenter simulation utilizing the enhanced version
of OpenDC (Section [j)).

These use cases include educational and interactive simulations, energy consumption
analysis across different network topologies and policies, quality of service (QoS) and
congestion analysis, as well as validation and reproducibility of simulation results.
Together, these scenarios demonstrate the versatility and applicability of the sim-
ulation framework in addressing diverse research challenges. Additionally, we gain
new insights, e.g. [add result examples].



2 Background

In this section, we aim to provide an overview of the subjects necessary to comprehend the
rest of the paper. Section [2.1] examines the potential consequences of network infrastruc-
ture scalability limitations during periods of increased demand, exemplified by the recent
COVID-19 pandemic. Section offers a brief explanation of the concept of datacenter,
while Section [2.3] presents an overview of a widely adopted DCN architecture, with a focus
on online gaming. Sections and discuss various network topologies and policies,
highlighting their significant impact on performance. In Section[2.6] we introduce the prin-
ciples of DCN energy models, accompanied by a practical example. Finally, Section
outlines the DCN performance metrics that are referenced throughout the paper.

2.1 Network Traffic Demand During and After the Pandemic

During the COVID-19 pandemic, global network infrastructures faced an unprecedented
surge in traffic demand, driven by the rapid transition to remote work, online education,
and increased reliance on digital services such as video conferencing, streaming platforms
and cloud based applications. In fact, network traffic volume increased by approximately
15-20% within just one week following the pandemic breakout, pushing network capacity
to its limits [I8]. As outlined in the problem section , although the pandemic has sub-
sided, network traffic volumes are expected to continue rising. During this period, many
datacenters struggled to handle the spike in traffic, leading to performance bottlenecks and
service degradation. This unprecedented demand underscored the need for more robust,
flexible, and scalable network architectures capable of handling sudden spikes in traffic.
The pandemic increased the focus on upgrading infrastructure with advanced networking
solutions such as software-defined networking (SDN), and network function virtualization
(NFV), which offer greater adaptability and resource efficiency. One of the key contribu-
tions of our research is to facilitate the advancement of datacenter networking technologies
by providing tools for simulating and evaluating modern datacenter networking concepts,
including SDN and NFV. Our tools allow researchers and practitioners to explore the
performance, scalability, and efficiency of various datacenter networking solutions guiding
the development and optimization of next-generation datacenter infrastructures, ensuring
they can meet the increasing demands of contemporary cloud-based services.

2.2 What is a Datacenter?

Datacenters are physical facilities housing vast networks of interconnected servers and
storage systems, along with critical infrastructure for power distribution, cooling, and high-
speed internet access. In the past, organizations typically managed their IT infrastructure
on-premise or rented space in co-located facilities. Today, however, most digital services
are deployed in the cloud, where cloud providers handle the hardware and operational
lifecycle, often using hyperscale datacenters.

2.3 Online Gaming Perspective of Legacy Datacenter Design

In this section, we provide an overview of datacenter network design and operations,
focusing on a widely adopted legacy 3-tier topology. While the analysis is framed from
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Figure 1: A system model for Online Gaming in Datacenters.

the perspective of online gaming, the principles discussed are broadly applicable to a
variety of cloud services.

Online gaming implies huge amount of data transmitted over the Internet. Data can repre-
sent player actions, updates for entities and NPCs (non-player character), and, in the case
of games with modifiable virtual environment (MVE), also modifications of the world. The
amount of data varies widely depending on genre, such as first-person shooters (FPSs),
real time strategy (RTSs), massive multiplayer online (MMOs), MVEs, etc. In Figure
we present a model of online gaming in a three-tier datacenter architecture, which has been
the standard model for decades and still used in numerous datacenters. In particular, the
figure highlights the different hops that game packets need to traverse inside a datacenter
to reach either the server (client-to-server communication) or the inter-datacenter network
(server-to-client communication).

The model starts with players (or users) (@), which are connected to the Internet and
exchange packets with the server (@) Packets are redirected and distributed by many
switches on different tree layers. The Core Layer (@) is the top of the hierarchy, pro-
vides the interconnection of multiple datacenter modules and handles ingoing and outgoing
traffic, normally with high performance 10GE switches [25]. The Aggregation Layer (@)
provides and manages many functions and services such as firewalls, as well as connecting
core and access layers. The Access Layer (@) consists of top of rack (ToR) switches,
which are responsible for rerouting packets directly to the different servers deployed. Each
ToR usually connects 10-20 different servers with 1GE ports [25], [40]. This datacenter
network perspective is particularly important considering the large majority of datacenter
network energy expenditure is due to switches [26].

An additional factor to be considered is the rise in popularity of cloud gaming, which
relies on remote servers for running and rendering games, streaming in real time the
player point of view (POV). Depending on network and video quality, cloud gaming can
consume up to 45 Mb/s [16]. In such a scenario, the game is run in the server (@), and
a larger amount of data is transmitted from the server to end-point user (@) in the form
of a stream of frames, rendered in response to the user inputs that are sent to the server.
Other deployments are possible, for example rendering could be delegated to thin clients,



closer to the user, reducing latency and network traffic [27].

2.4 Diverse and Emerging Topologies

Datacenter network topologies can be broadly classified into three primary categories:
tree-based, recursive and direct networks. Tree-based topologies such as VL2 [22] and 2
tier leaf-spine topology [§]) are widely used in practice and structured hierarchically, with
the servers as leaf nodes and switches as intermediate nodes. Fuat-Tree, introduced by
Al-Fares et al. [7], is a variation of the classical tree structure that features a multi-rooted
design for improved fault tolerance and bandwidth. Recursive-defined topologies such as
DCell [24], BCube [23], FinConn [31] and FlatNet [32], can be regarded as partially server-
centric topologies, as servers also function as routing nodes within the network. In this
configuration, servers play a dual role, handling both computational tasks and network
traffic routing. However, servers may become themselves bottlenecks, and they cannot
be powered off, since they need to remain operational to maintain network connectivity.
Direct Network topologies such as CamCube [5] and NovaCube [51] establish direct con-
nections between servers, enabling applications to implement custom routing protocols
for improved performance. These topologies offer several advantages over switch-centric
designs, including enhanced reliability, reduced deployment costs, and lower energy con-
sumption. However, they also present challenges, particularly in the form of longer average
routing paths, which can lead to increased latency, and less favorable worst-case perfor-
mance scenarios.

A datacenter network simulator capable of building and simulating arbitrary topologies is
vital for enabling researchers and practitioners to conduct rigorous evaluation and opti-
mization of both established and emerging architectures.

2.5 Diverse Routing Protocols

For decades, internet routing protocols have leveraged shortest-path algorithms to opti-
mize data transmission, such as the Routing Internet Protocol (RIP), Open Shortest Path
First (OSPF) [53], Intermediate System to Intermediate System (IS-1S), and Border Gate-
way Protocol (BGP) being widely used. In theory, routing in datacenter networks can be
simplified by utilizing predetermined lookup tables. Such an approach significantly re-
duces the computational complexity of routing decisions. However, datacenter networks
are prone to frequent node and link failures, as well as congestion [12], 21], requiring more
adaptive routing mechanisms. In modern datacenter networks, shortest-path algorithms
are also being used, especially when combined with load balancing [48]. Load balanc-
ing promotes even utilization of network links and switch buffers. Fqual Cost Multi-Path
ECMP [29], which distributes network flows across equal-cost paths, has emerged as a
popular choice in datacenter, reducing congestions [9, (10, 34]. However, variations in flow
sizes can lead to disproportionate link utilization, reducing this approach effectiveness.
Network operators frequently design custom control planes to manage load balancing and
routing in software, known as Software-Defined Networking (SDN) [17]. In SDN archi-
tectures, the control plane is decoupled from the data plane and is implemented through
SDN controllers, which operate independently of the physical switching devices. While



centralized SDN offers flexibility and centralized control, distributed routing protocols are
generally more suitable for large-scale datacenter networks due to their scalability and
ability to quickly adapt to node or link failures. However, the reliance on a centralized
SDN controller can limit both network size and overall reliability [49]. In distributed rout-
ing protocols, the routing tasks are executed directly on the switching nodes, enabling
parallelized operations that support more extensive and resilient networks.

A datacenter network simulator must possess the capability to simulate arbitrary rout-
ing protocols, whether they are SDN-based, centralized or distributed. The flexibility to
model various routing strategies is essential for evaluating their performance under dif-
ferent conditions, such as node failures, link congestion, and traffic variations, allowing
researchers and network operators to explore trade-offs between affordability, scalability
and fault tolerance.

2.6 Network Energy Models and policies

Abts et al. showed that the datacenter network component can account for a substantial
portion of overall cluster IT energy usage, potentially reaching up to 50% [4]. Numerous
energy models have been proposed to model datacenter network energy consumption. One
example of such model is the one proposed by Wang et al. [52]. The paper models network
energy consumption around switches (switch-centric), here we present a simplified version
that does not take into account consolidation periods.

pswitch: power draw of a switch

pehassis: power draw of the chassis of a switch
peards: power draw of the line cards of a switch
prorta; dynamic power draw of a port

Prorts: static power draw of a port

rx: receiving data rate on a port

tr: transmitting data rate on a port

bw!™: the total bandwidth of a link
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While numerous energy models have been proposed for datacenter networks, there is con-
sensus that switching hardware significantly impacts overall energy consumption. How-
ever, the actual utilization of these switches has a minimal effect, typically only 5 to 10%
of the total power draw [52, 26]. These observations have driven considerable efforts to-
wards the development of energy-proportional datacenter networks [4], whose goal is to
ensure energy consumption scales linearly with network utilization. However, datacenter
traffic generally operates well below peak capacity, leading to considerable energy waste.
Significant has been conducted in formulating energy-aware routing SDN strategies to re-
duce energy consumption in datacenter networks [20, [45]. These strategies, by selectively
utilizing the minimum number of devices required for routing, without degrading network
performance, and transitioning idle devices into sleep or shutdown modes, can significantly
lower power consumption.

A datacenter network simulator capable of modeling SDN-based energy-aware policies is
essential for enabling researchers and practitioners to conduct comprehensive evaluations
and optimizations of both existing and emerging policies.

2.7 Network Metrics

In this section, we present the primary network performance metrics that will be used
throughout the remainder of the paper.

2.7.1 Network Power Usage Effectiveness (NPUE)

A variety of metrics are currently employed to evaluate datacenters, but one particular
metric has emerged as a predominant industry standard. The Power Usage Effectiveness
(PUE) metric, introduced in 2006 [35], has become the most widely utilized measure for
assessing the energy efficiency of datacenters [13,30]. The PUE, defined in Eq[] quantifies
the proportion of energy utilized specifically by IT equipment relative to the total energy
consumption of a datacenter.

PUE — total_facility_energy_use

(4)

IT energy_use

In this work we focus on a variation of PUE, namely Network Power Usage Effectiveness
(NPUE), introduced by Popoola et al. [4I]. This metric represents the ratio of overall IT
power to power utilized by the network modules, defined in Eq

NPUE — IT energy_use

()

network_energy_use

2.7.2 Network Power Effectiveness (NPE)

Despite very similar names, Network Power Effectiveness (NPE) and NPUE are very dif-
ferent metrics. NPE, introduced by Shang et al. in 1025 [46], is defined as the ratio
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between the aggregate network throughput and the total network power consumption, as
described in Eq @ This metric quantifies the end-to-end bits per second per watt (or
equivalently, bits per joule) during data transmission. Consequently, NPE reflects the
tradeoff between power consumption and network throughput in datacenters.

NPE — aggregate_throughput

(6)

network_power_use

2.7.3 Communication Network Energy Efficiency (CNEE)
Communication Network Energy Efficiency (CNEE), described in Eq |7} quantifies the ef-

ficiency with which the network converts electrical energy into information transmission
[20]. This metric measures how effectively the network performs the task of data delivery.

network_power_use

CNEE =

(7)

aggregate_throughput
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3 Design of a Discrete-Event-Event Datacenter Network Sim-
ulator (RQ1)

One of the key contributions of this research is the development of a tool capable not only
of networking simulation but also of more comprehensive scenarios, incorporating compu-
tational and networking performance analysis. In this section, we will design a networking
simulator, which can optionally be included in a datacenter simulator (Section .

3.1 Requirements

In this section, we determine requirements that our datacenter network simulator should
address.

R1 Combine compute and network simulations in a single instrument, to allow
researchers and other users to explore the impact of networking infrastructures in
datacenters. This combined approach facilitates a more comprehensive evaluation
but introduces significant challenges due to the required compatibility with poten-
tially diverse compute datacenter simulators (an example is provided in Section .

R2 Support the most well-known as well as user-defined topologies.
To facilitate research and experimentation in the field, as well as educational pur-
poses, the system should be designed to be generic, capable of supporting any net-
work topology, through detailed user-defined components, while providing shortcuts
for constructing commonly used and recursively defined, as well as switch-centric
and server-centric topologies. While this flexibility enables a broad range of experi-
mentation, it also introduces significant design complexity.

R3 Enable reuse and sharing of designs of topologies and single components.
To simplify the complex process of datacenter network design, and minimize the
barrier to entry, the system should support reuse and sharing of network designs and
single components. This feature also facilitates repeatability and reproducibility of
results [1], allowing experiments to be conducted with the same shared components
and scenarios. However, this introduces the challenge of defining a non-volatile
representation for a wide range of network components, ensuring that they can be
easily loaded, exported and combined by the simulator.

R4 Support easy addition and modification of policies and protocols. The
system should offer pre-defined routing protocols, as well as QoS and energy-saving
policies, reducing the barrier to entry. These policies should be applicable on the net-
work, node and job level, to enable Software Defined Networking (SDN) and network
aware strategies. Additionally, the system must provide users with the flexibility to
design and test custom policies, with minimal effort, and easily support their testing.
In particular, the simulator should support multipath routing and intra-datacenter
networking, features often missing on other simulators. However, with such a generic
system that allows users to define their own policies, the complexity of the system
increases. This complexity is further compounded by the need to provide users with
tools for effectively testing and debugging these custom algorithms and policies.

13



R5

R6

R7

RS

R9

Support educational purposes with interactive simulation interface. The
system should offer tools designed for training and educational purposes, featuring
an interactive interface that facilitates guided experiments on a small scale. This
introduces a fundamentally different mode of interaction with the simulator, neces-
sitating additional features and expanding the scope of the overall project.

Permissive trace format, to account for missing values and support the wide range
of (non-standardized) traces that are publicly available. However, this permissive
format adds complexity to the system, as it must be capable of converting diverse
formats into valid network workloads that can be interpreted and executed by the
simulator.

Provide comprehensive output metrics with adjustable granularity. The
system should offer a comprehensive range of output metrics, covering both QoS and
energy consumption. Users should have the ability to selectively choose the relevant
metrics to be exported as well as the output granularity, minimizing unnecessary
boilerplate output and reducing the size of output files. However, frequently mon-
itoring a wide range of parameters through recurring snapshots could degrade the
simulator’s performance, so measures must be taken to prevent this.

Adhere to modern software development standards. The system should be
designed to evolve and adapt to future research and extensions. Therefore, it must be
developed according to modern, professional engineering standards. [EXPAND /DE-
FINE]

Ensure high performance and scalability of the simulator. The system must
handle large-scale simulations with limited performance overhead. In particular, one
should be able to simulate millions of network events (Section across hundreds
of nodes within seconds or a few minutes. This presents a significant challenge due
to the substantial computational and memory demands associated with simulation
of large-scale and complex networks.

14
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Figure 2: An overview of the architecture of the DC Network Simulator.

3.2 Design Overview

In this Section, we discuss the high-level architecture of the simulator, as shown in Fig-
ure At the highest level, we identify four main components: an experiment runner
for workload-based experiments; the REPL environment, which facilitates experimenta-
tion, the creation of new pre-fabricated components, as well as testing and debugging; a
set of structures responsible for controlling the network’s discrete event simulation and
providing snapshots of the system’s state; and, finally, the datacenter network model it-
self. Additionally, the figure illustrates, at a high level, how a compute simulator module
could interact with our simulator. The policy management aspects will be discussed in
Section We now proceed to discuss each of these components and their respective
subcomponents.

REPL (addresses requirements : The Command Line Interface (@) is
beneficial for users as it allows efficiently set up, configure, and reproduce experiments. It
is also through the CLI that users can benefit from the REPL Environment. The Sandbox
Environment (@) (Section provides an interactive environment for event-driven sim-
ulations as well as for building and modifying components and topologies. It allows users
to rapidly test newly defined policies and protocols in a more debugging-friendly environ-
ment, addressing [R4] This feature is particularly valuable for educational purposes and
facilitates plug-and-play simulations, exploring network behaviors with ease, addressing
R5|

Experiment Runner (addresses requirements R7): The Library
of Components (@) offers predefined network components and topologies, simplifying

the design process for researchers and practitioners. The library enables construction
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of complex datacenter networks without the need to design each element from scratch,
minimizing the barrier to entry. The library includes commonly deployed architectures
(e.g., Fat-Tree, Spine-Leaf). Users can extend the library by incorporating their own
custom-defined components and topologies, promoting their reuse and sharing, addressing
The Library of Traces (@) provides a set of predefined network traces representing a
wide range of network workloads (Section[4.3.2). This feature enables researchers and dat-
acenter operators to initiate experiments without the time-consuming task of generating
custom network traces. While using predefined traces provides a convenient starting point,
producing specific traces may ultimately yield more representative results for specific en-
vironments. The Network Scenario (@) serves as an aggregator that encapsulates all the
necessary information required for a given simulation, including monitor granularity and
selection of output metrics, partly addressing [R7, The network scenario functions as the
final input format for the simulator (Section . The Workload Loader (@) converts
a wide range of publicly available input traces into a standardized workload executable
by the simulator (Section , addressing The Network Builder (@) converts
network components and topologies, that may be defined recursively, or manually, from
raw JSON files to their runtime representation, partly addressing The Ezxporter (@)
(Section handles exporting tracked metrics to output files, according to configurations
provided by the network scenario. It allows to selectively choose which metrics are to be
exported among the many available and with which granularity, enhancing the control the
user has over the output.

Control (addresses requirement : The network logic is controlled by
this module, which handles the simulation and the monitoring of resources, while ensuing
scalability and minimal performance degradation, addressing[R9] The Network Controller
(@) serves as the interface that triggers every event within the network, including con-
nection and disconnection of components, while supplying real-time monitoring data to
higher-level components. This component also supports integration with an external com-
pute simulator, delegating control over network behavior and providing real time feedback
for possible workload dependencies between the two modules, addressing The Mon-
itoring Service (@) provides real-time monitoring of a wide range of network QoS and
energy consumption metrics (Section at the level of individual flows, nodes, and the
entire network, addressing The Event Handler (@) handles network events (Sec-
tion ensuring their order of execution and consistency with the simulation virtual
time (Section . The Network Interface Controller (G) serves as an abstraction pro-
vided by certain network nodes that enables to directly manage their network behavior,
while providing real-time information about network performances, allowing adjustment
in response to changing conditions. It is especially used in combined compute-network
simulations, addressing

Compute Simulator Logic (addresses requirement : Our design facilitates
not only independent network simulations but also the integration of networking and com-
puting simulations. This capability is illustrated in the figure by the Compute Simulator
Logic (@), which can manage network operations either through the Network Controller
or via NICs. This approach enables a detailed representation of the interactions between
networking and computing components.
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Figure 3: DCell-based topology.

DC Network (addresses requirements : The DC Network @ (Section

is built of all different network components (e.g. switches, host-nodes, links), and accu-
rately simulates their interactions. These interactions are modeled in a highly generic
manner, enabling the representation of virtually any network topology, provided it is
manually specified, addressing

3.3 Modeling Network Resources

In this Section, we present our network model and its key components by examining two
distinct example topologies: Fat-Tree [7], illustrated in Figure 4] and DCell [24], shown in
Figure [3| These topologies are fundamentally different, with the Fat-Tree being switch-
centric, meaning routing is handled exclusively by switches, while DCell exemplifies a
server-centric (recursively defined) architecture, where routing is managed by both servers
and switches. These examples demonstrate the simulator’s versatility in modeling various
topologies. We begin by outlining the primary characteristics of these topologies before
delving into our network model, referencing them throughout.

DCell: Figure [3| shows a DCell, which is an example of a recursive defined topology.

It’s most basic element DCelly is built with n servers connected to an n-port switch. It is
a recursive-defined topology since you can build DCell; connecting multiple DCelly,_1.
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Figure 4: FatTree topology with n=4.

Fat-Tree: Fat-Tree, shown in Figure [4] is a widely used switch-centric topology, also
used by researchers in projects such as Portland [39], Hedera [6], ElasticTree [20], etc.
Fat Tree is a multi-rooted tree constructed from n-port switches. This topology com-
prises (n/2)? pods, n switches in the Core Layer and n?/2 switches in the Aggregation
and Access layers, supporting a total of n3/4 hosts. It exemplifies topologies that can be
generated by the simulator using few parameters, without the need to manually specify
every individual component and link.

The Internet, serves as the medium for all inter-datacenter communications. We model
it as an abstract node with infinite bandwidth capacity. We model Links as connectors
for transmission of network flows. These links can be either simplex or duplex (typically
duplex) and are characterized by a finite capacity. This capacity constraint must be con-
sidered in routing and Quality of Service (QoS) decisions. We model the Core Switches
as routing nodes that have internet access, with a fixed number of ports, each operating
at a specified maximum speed. The behavior of these switches is governed by routing
protocols, energy-saving mechanisms, and Quality of Service (QoS) policies (discussed in
detail in Section . The Aggregation and Access Switches differ from core switches
in that they do not have direct internet access and are typically lower-tier devices, with
lower port speeds. In our network model, the hosts handle the computational workload
and can also function as routing nodes, as illustrated in Figure |3l We consider the ability
to simulate server-centric topologies to be a key advantage of our simulator, distinguishing
it from many competitors, as numerous emerging network architectures are based on this
principle [50].

We define Network Flows by a starting timestamp, an ending timestamp, a source node,
a destination node, and an adjustable demand. The routing of these flows, along with
the allocated bandwidth, determines the resulting throughput. As demonstrated by the
two provided examples, our network model supports both inter-datacenter and intra-
datacenter network flows. Inter-datacenter flows refer to communications between a host
within a datacenter and an external machine, whereas intra-datacenter flows, also known as
East-West communications, occur between hosts within the same datacenter. The preva-
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Figure 5: Overview of Policy Management.

lence of these East-West flows is steadily increasing [I1], challenging many datacenters
and highlighting the importance of evaluating these types of network traffic. Additionally,
compared to other datacenter network simulators, our model supports flow distribution
across multiple paths, as shown in Figure [4. This enables testing routing protocols such
as Equal Cost Multi-Path (ECMP), Dynamic Multi-Path Routing (DMPR), etc.

3.4 Managing Routing, Energy Saving and QoS Strategies

We describe the various mechanisms through which the simulator enables users to imple-
ment custom strategies for routing, energy efficiency, and QoS management. An overview
of the policy management model is illustrated in Figure [5| .

The VM Placement (@) involves selecting an appropriate host machine, based on re-
source available, for executing a specific job. The QoS Policies (@) define how network
resources, typically bandwidth, are allocated to each flow or job, according to some algo-
rithm. We evaluate the impact of different QoS policies in Section The Energy Saving
Policies (@) implement energy-efficient strategies, such as powering down or adjusting
maximum speeds of ports and switches, as well as rerouting network flows to reduce overall
energy consumption. The Routing Protocols (@) determine how flows are routed through
the network. These protocols typically balance achieving high performance by distribut-
ing the workload across multiple paths, with the need to exclude certain links to enable
the energy-saving policies to power down certain devices. As a result, routing protocols
and energy-saving strategies are closely correlated, often influencing each other’s behavior
and effectiveness. We evaluate the impact of different routing protocols in Section
Vm Allocation and QoS Policies can be Externally Managed (@), and applied through
the Network Controller interface. In particular, Vm Allocation can both be pre-defined
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by certain trace formats or determined dynamically at runtime through a provisioning
process, managed by the compute simulator logic. The Network controller offers real-time
insights on the performance of each component of the network, enabling adjustments to
data rates based on these metrics. QoS Policies, Routing Protocols and Energy Saving
Policies can be managed on the Topology/Energy Aware level of abstraction (@) These
policies are configurable on the DC Network component and offer access to the entire
network state, useful for optimizing performance and energy efficiency across the system.
The same three managements can be performed on the Node Level (@) In this case,
each node makes autonomous decisions based solely on the information it possesses. QoS
Policies can also be applied on the Job Level (@) Each job running on a node possesses
full information about the job’s connections and network flows, allowing it to manage and
optimize its own network resources allocation independentlydently.

3.5 Discrete Network Events

The key events of the simulations are concerning flows. We define three key flow-related
events: flow creation, flow termination and flow demand update. Excluding topology
changes, failures and hardware speed tuning, we model every network communication and
interaction through these three events. All input traces are converted into workloads con-
structed using these three fundamental events, which trigger the required reevaluations of
policies and protocols. Each network event is associated with a timestamp. Adjustments
resulting from events occurring at the same timestamp should be performed concurrently.
However, advancement of wvirtual time should occur only when the network is considered
stable, meaning no further adjustments are needed unless another event occurs. Therefore,
monitored metrics can be updated at each virtual time advancement without inconsisten-
cies due to incomplete adjustment. A timeline example of 2 flows and how their events are
handled is shown in Figure [6] where the “Compute” corresponds to discrete simulation
events which trigger the application of the required policies and protocols based on the
updated flow state. Our model does not account for transmission time, as we consider it
to have minimal impact on QoS and energy consumption within the datacenter, thereby
simplifying the overall model.

flowl P 7% ZA N T E:OW Etadrt
______ ow En
flow2 , > 4{» Flow Update

time O0—0—0—0—0—0>» | 0 Discrete Sim. Event

Figure 6: Timeline Example of 2 network flows’ events.
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4 Prototype Implementation in a state-of-the-art Simulator
(RQ2)

This Section outlines the main implementation concepts of our network simulator. The
simulator is designed for high parallelism, with each network node operating within its
own coroutine. Mechanisms for ensuring consistency during simulation are detailed in
Section while Section provides an overview of the internal execution loop of each
node. The simulator’s input specification is described in Section and the generated
output metrics are discussed in Section Section introduces the OpenDCN REPL
environment, which supports interactive experimentation and debugging. An overview
of the integration between OpenDCN (network) and OpenDC (compute) is presented in
Section followed by an example of a combined simulation in Section [4.7]

4.1 Ensuring Network Consistency

Given the high parallelism of our network simulation, which consists in a separate corou-
tine for each network node, a mechanism is required to guarantee consistency during
event driven simulation. We consider the network to be in a stable state when all preced-
ing events have been fully processed and their effects have been propagated throughout
the network, such that no further computation remains pending.

To manage this, we introduce the concept of a Stability Barrier, a structure designed
to provide mechanisms for checking, enforcing, or awaiting network stability before or
during operations. Each node is equipped with an Inwvalidator, which is linked to the
barrier. During simulation, nodes can autonomously mark themselves as stable or un-
stable based on their processing state. The barrier maintains a collection of invalidators
organized in a tree-like hierarchy, where global stability, represented by the stability of
the root node, is reached by propagating validated states from the leaves upward. The
tree has variable depth, depending on the number of invalidators that are dispensed. To
preserve consistency, nodes propagating an update to an adjacent node invalidate the sta-
bility state of that adjacent node prior to validating their own. Ensuring global network
stability is essential for multiple operations, such as computing a snapshot of the state or
advancing the simulation virtual time. The barrier enables parallel processing of network
events occurring at the same virtual time instant, while ensuring that all updates are fully
propagated before advancing to the next simulation timestamp. Network stability can be
either checked, wherein the simulation halts if stability is violated during an operation, or
enforced, wherein the system awaits a stable state and suspends further processing during
the operation.

This structure is fundamental to maintaining simulator correctness and is a potential
target for future performance optimization efforts.
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Fairness

4.2 Node Execution Loop

In our implementation, each node within the network operates within its own coroutine,
achieving parallelism. The mechanisms for ensuring consistency and preventing deadlocks
in this concurrent environment are detailed in Section 4.1l

A high-level overview of the node’s coroutine loop is presented in Figure[rl Each node has
its own Flow Update Channel (@) which serves as a buffer for incoming flow updates to
be processed. When multiple updates are present in the channel, they are aggregated and
processed as a batch. This strategy aims to minimize the computational cost of applying
routing protocols and fairness policies, and to reduce the likelihood of propagating soon to
be obsolete updates. Flow updates may originate from adjacent nodes (@), or internally
in case of a node capable of initiating flows @ As explained in Section each node
is provided with an Invalidator to mark itself as unstable while processing updates. A
corresponding Invalidation Counter (@) is incremented with each incoming update and
decremented upon successful processing. A node is considered to be in a stable state
if, and only if, the invalidation counter is zero and the coroutine is suspended awaiting
new updates. Update processing may be temporarily suspended by acquiring the node’s
Lock (@), for example, during changes to the topology such as node connection/discon-
nection, or while computing a snapshot of the node state. When no further updates are
available in the channel, the node proceeds to process the accumulated batch, starting by
applying routing protocols (@) for new flows or in case the routing table was changed.
Once the set of ports for propagating flows is determined, fairness policies, such as max-
min fairness, are applied (@) The resulting output data rates are then transmitted to
adjacent nodes via the corresponding ports (@), ensuring that the stability state of af-
fected neighboring nodes is invalidated prior to proceeding with the next step. Before
returning to the initial awaiting state, the Energy Monitor (@) is signaled to update its
internal statistics, as these may have changed in the loop iteration.

It should be noted that this description presents a simplified overview of the internal

node operation. Nonetheless, it serves to clarify the parallel execution model and the
mechanism by which events are propagated throughout the network.
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"type":

"fat-tree-specs",

"coreSwitchSpecs": {
"num0fPorts": 4,
"portSpeed": "10Gbps",
"fairnessPolicy": { "type": "max-min"
"portSelectionPolicy": { "type": "ospf" }

1},

"aggrSwitchSpecs": {
"num0fPorts": 4,
"portSpeed": "1Gbps",
"fairnessPolicy": { "type": "max-min" },
"portSelectionPolicy": { "type": "ospf" }

1,

1,

"torSwitchSpecs": { 1 {
"num0fPorts": 4, 2 "type": "fat-tree-specs",
"portSpeed": "500Mbps", 3 "switchSpecs": {
"fairnessPolicy": { "type": "max-min" }, 4 "num0fPorts": 12,
"portSelectionPolicy": { "type": "ospf" } 5 "portSpeed": "10Gbps",
6 "fairnessPolicy": { "type": "max-min" },
"hostNodeSpecs": { 7 "portSelectionPolicy": { "type": "ecmp" }
"num0fPorts": 1, 8 3},
"portSpeed": "1Gbps", 9 "hostNodeSpecs": {
"fairnessPolicy": { "type": "max-min" }, 10 "num0fPorts": 1,
"portSelectionPolicy": { "type": "static-ecmp" } 11 "portSpeed": "500Kbps",
12 }
13}
(a) Fat Tree (n=4) of Figure (b) Fat Tree (n=12) with 612 nodes (432 hosts).

Figure 8: Example of a Fat Tree topology specification in OpenDC.

4.3 Simulator Inputs

This Section provides a detailed overview of the various input components required by the
network simulator. First, Section describes the methodology for defining a network
topology. Next, Section presents the process of converting diverse, non-standardized
trace formats into a format compatible with the simulator. Finally, Section [4.3.3| outlines
the configuration of a network simulation scenario, which integrates all input parameters,
network configurations, and export settings necessary for conducting simulations.

4.3.1 Building a Network

One of the main requirements of the simulator is to be able to simulate arbitrary network
topologies, enabling reuse and sharing of designs. To fulfill these requirements, each net-
work topology is represented in JSON format, which facilitates easy sharing, modification,
and reuse. The recursive structure of many topologies allows for a short JSON descrip-
tion, significantly reducing complexity. Additionally, topologies can be imported into the
simulator, modified, tested, and subsequently exported as new JSON files, facilitating the
process of iterative design and evaluation. In the following, we aim to demonstrate the
process of designing DC networks through two simple examples of network topologies along
with their respective JSON representations. In Figure [8a] you can see the JSON repre-
sentation of the topology illustrate in Figure [4 This is a clear example of a well known
topology that can be built with few parameters. In this example, the topology requires
only the specifications of the three distinct types of switches used at different layers of the
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Field Type Meaning

timestamp int64 The milliseconds elapsed from epoch

transmitter_id* int64 The id of the transmitter node, if null assumed internet
destination_id* int64 The id of the destination node, if null assumed internet

net_tx double The data-rate of the flow in Kbps

flow_id* int64 The id of the flow, if null only 1 flow is possible between 2 nodes

The duration of the flow in ms, if null the flow will not change until

duration* int64 .
further network events affect it

* = nullable

Table 1: Overview of the network-only Workload Format of the OpenDCN simulator.

fat tree. Alternatively, a single switch configuration can be defined and applied across all
layers, as in Figure The n (which is the main parameter for the recursive algorithm)
will be determined based on the smallest number of ports among all switches, in this case 4.

Figure demonstrates a custom topology that does not leverage the recursive topology
builder capabilities of the simulator. The JSON structure first defines all nodes, specify-
ing attributes such as port speed, number of ports, and any default policies or protocols
applied in the absence of network-specific policies. Alternatively, network or energy-aware
policies can also be defined similarly, but within the network object. Following the node
definitions, the links between nodes are outlined, detailing the network connections and
their respective link bandwidths.

An alternative method for constructing network topologies through the OpenDCN REPL
environment is explored in Section The simulator is designed to construct and sim-
ulate any conceivable network topology, offering flexibility for creative network designs.
This enables users to explore a wide range of configurations and test them within minutes.

4.3.2 Network Workloads

The schema shown in Table [I] has been designed to facilitate building network workloads
from any conceivable trace, supporting total control of the flow through updates, as well as
through flow durations. It enables inter- and intra-datacenter communications, allowing
for two flows between each host (one per direction) as well as multiple flows between two
machines when a flow_id is specified. This flexibility ensures the generation of precise
network workloads from diverse non-standardized input data. As additional constraints,
transmitter_id and destination_id cannot be equal (including null, and either the
whole flow_id column is specified, or it is discarded. Duration does not need to be fully
defined for each row, however it is favorable to either convert the non-standardized trace
to a workload with the whole duration column define or none.
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Figure 9: High level view of Network Scenario simulation.

4.3.3 Network Scenario

In Figure[9| we show a high level view of the simulation of a network scenario. The Network
Workload (@) is a parquet trace, in one of the many formats that the simulator is able to
decode, as described in Section The Network Topology (@) is the JSON represen-
tation of a DC network, as described in The Ezport Configuration (@) aggregates
all configurable settings concerning the output of the simulation. A subset of all possible
Output Metrics (@) offered by the simulator can be selected, in order to filter out all the
information that may be irrelevant for the user experiment, thus reducing output files sizes.

The user can select to produce output metrics for certain virtual time intervals of the
simulation, adjusting the FExport Range, as well as the export Granularity (@) Using
these parameters, the simulation (@) can be conducted, ultimately yielding the results
(@) These results include a comprehensive set of metrics, including network-level, per-
node, and per-job statistics, as detailed in Table

It is important to note that the number of output metrics selected for export can im-
pact the simulator’s performance. Therefore, we provide the option to include only the
essential metrics in the output, thereby minimizing unnecessary overhead. We use JSON
format for input in the simulator because it is a lightweight, human-readable format that
offers flexibility in representing complex, nested structures. This makes it ideal for seri-
alizing and deserializing components and configurations. We use Parquet format for data
export due to its performance advantages, particularly when dealing with large simula-
tion datasets. Parquet’s compression reduces storage space and speeds up data transfer,
making it well-suited for handling large datasets efficiently.
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10:19:36.265 [INFO] SimNetWorkload -

| === network workload reading schema ===
| message net_wl_reading_schema {

| optional int64 transmitter_id;

{ | required double net_tx;
“networkSpecsPath“ . "net—spec.json" ) | required int64 timestamp (TIMESTAMP(MILLIS,false));
" " " m | optional int64 dest_id;
wlPath": "example_net_trace.parquet", |}
“exportConfig": { 10:19:36.928 [INFO] NetworkScenario -
"networkExportColumns“: [ | === NETWORK EXPORT CF]NFIG ===
Do 0 | Network columns : timestamp_absolute, ...
tlmeStamp—abSOJ'ute > | Node columns : timestamp_absolute, ...
"avrg_tput_ratio", | Export interval : PT5M
" " | Output folder : /home/tOm3x/...
power_draw_watt 10:19:36.931 [INFO] NetworkScenario -
] > | === NETWORK WORKLOAD ===
"nodeExportColumns" : L | start instant: 2013-08-12T13:40:46Z
N " | end instant: 2013-09-11T13:39:58Z
e | duration: PT719H59M12S
"node_throughput_mbps", | num of network events: 1071099
"energy_consumed_joule" 10:19:36.933 [INFO] FatTreeNetwork - building with n=8
] 10:19:39.815 [INFO] NetworkController -
2 === NETWORK INFO ===
"outputFolder": "output/testl", | num of core switches: 16
"exportInterval": "5min" | num of host nodes: 128
| num of nodes: 209 (including INTERNET abstract node)
T, Simulating network... 1007 [=============]
"virtualMapping": true 1071099/1071099 (0:00:13 / 0:00:00)
}
(a) Example Network Scenario. (b) Corresponding simulation execution.

Figure 10: Execution of a Network Scenario.

Figure illustrates the complete execution process of a network scenario. The JSON
representation of the scenario is shown in Figure while the corresponding CLI output
is presented in Figure During the setup phase, the simulator provides key informa-
tion, including the format of the trace data being read, the configuration settings for data
export, the start and end times of the simulation, its duration, and a concise overview of
the basic network topology. As the simulation progresses, a real-time progress indicator is
displayed, providing continuous updates on the remaining execution time. This facilitates
user monitoring and provides transparency regarding the runtime behavior of the system.
An important aspect to highlight is the flexibility in configuring the data export process.
Specifically, if the export column definitions are omitted, the simulator defaults to export-
ing all available metrics, ensuring a comprehensive capture of system state. In scenarios
where the export interval is not explicitly defined, the simulator exports snapshots of both
network-wide and individual node states at every unique timestamp encountered in the
workload’s virtual time. While this configuration guarantees maximum temporal granu-
larity in the exported data, it may also incur a performance overhead due to the increased
volume and frequency of export operations.
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Name Unit Description

network.nodes . count - Number of nodes currently part of the network.
network.nodes.hosts[all] - Number of hosts currently part of the network
network.nodes.hosts [active] - Number of active hosts currently part of the network

network. flows . count - Number of active network flows.

network. flows.throughput [tot] Mbps The sum of the throughput of all active flows.
network.flows.throughput [%] % The total throughput percentage of all active flows.
network.flows.throughput [avgs] 70 The average flow throughput percentage.

node. flows.uptime [average] ms The average uptime of active flows in the network.
network.energy.power W The current power draw of the network.

network.energy.energy J The energy consumed by the network up until now.

node. flows [incoming] - Number of flows incoming from adjacent nodes.

node. flows [outgoing] - Number of flows outgoing to adjacent nodes.

node. flows [generating] - Number of flows being generated by this node.

node. flows [consuming] - Number of flows being consumed by this node.

node. flows . throughput [tot ] Mbps The total throughput on the node.

node. flows.throughput [%] % Total throughput percentage in the node.

node . flows.throughput [avg%] % Average throughput percentage of flows traversing the node.
node. flows.throughput [min%] % Min throughput percentage among flows traversing the node.
node. flows.throughput [max%] % Max throughput percentage among flows traversing the node.
node. flows.uptime [avg] ms The average uptime of active flows traversing the node.
nodes.flows.energy.power W The current power draw of the node.
nodes.flows.energy.energy J The energy consumed by the node up until now.

job.flows [generating] - Number of flows being generated by this job.

job.flows [consuming] - Number of flows being consumed by this job.
job.flows.throughput [tot] Mbps The total throughput on the job network interface.
job.flows.throughput [%] % The total throughput percentage on the job network interface.
job.flows.throughput [min%] % Min throughput percentage among flows generated by the job.
job.flows.throughput [max%] % Max throughput percentage among flows generated by the job.
job.flows.uptime [average] ms The average uptime of active flows generated by the job.

Table 2: Metrics exposed by the OpenDCN Simulator.

4.4 Output Metrics

We expose telemetry data amounting to 30+ different metrics. The most relevant are
highlighted in Table [2| we list the representative [19, [43] metrics relevant for this work.
Figure [9 shows a high level overview of the simulation process, focusing on inputs and
outputs.

4.5 Interactive Network Simulation

The REPL environment provides an interactive environment for event-driven simulations
as well as for building and modifying components and topologies. It allows users to rapidly
test newly defined policies and protocols in a more debugging-friendly environment. This
feature is particularly valuable for educational purposes and facilitates plug-and-play simu-
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Objective

Stakeholders

Network Design & Optimization
Testing of new Policies & Protocols
Interactive Simulation & Immediate Feedback

DC Operators, Researchers
Researchers, Academics
Students, Trainees

Edge Case Analysis DC Operators, Security Analysts

Table 3: REPL environment usecases.

> core switch 0 1Gbps 2 ECMP MaxMin

11:28:52.223 [INFO] NEW_SWITCH - successfully added
> switch 1 100Mbps 3 ECMP MaxMin

11:29:03.758 [INFO] NEW_SWITCH - successfully added
> host 2 1Gbps 1 ECMP MaxMin

11:29:08.967 [INFO] NEW_HOST - successfully added

> host 3 1Gbps 1 ECMP MaxMin

11:29:08.967 [INFO] NEW_HOST - successfully added

> 1link O - 1 100Mbps

11:29:23.395 [INFO] NEW_LINK - link successfully created
> link 1 - 2 100Mbps

11:29:23.395 [INFO] NEW_LINK - link successfully created

> flow 2 -> 0 1Gbps

11:50:57.380 [INFO] NEW_FLOW - successfully created @
> flows

11:50:59.466 ] [INFO] SHOW_FLOWS -

| ==== Flows ==== @ I

| id  sender dest demand throughput ool
|0 2 0 1.000 Gbps 100.00 Mbps $E%%
> flow 3 -> 0 1Gbps |
11:58:15.658 [INFO] NEW_FLOW - successfully created (j;)
11:58:16.846 [INFO] SHOW_FLOWS -
| oes Flows —=me [F55=
| id  sender dest demand throughput

| 0 2 0 1.000 Gbps 50.000 Mbps

|1 3 0 1.000 Gbps 50.000 Mbps

> export myfolder/myfile.json

(a) Command Line (b) Corresponding Topology

Figure 11: Example Usecase of the REPL Environment.

lations, exploring network behaviors with ease. The sandbox environment allows to trigger
any event that the normal simulation can make happen and more.

Figure shows the use of the sandbox environment through CLI. For this example, the
environment is initially empty, although it can be configured to load any previously defined
components into the sandbox. A simple network topology comprising two switches and two
hosts with specific characteristics is constructed, and is visually displayed in Figure
To validate the setup, two data flows are initiated, and basic network information is
displayed. The network is then saved to a JSON file for further use. Keep in mind that
complete metrics of the state of the network and its nodes can be exported at any given
time during sandbox experimentation. This simplified example demonstrate one of many
uses of the environment, which allows the user to have total control over the events of the
simulation and its virtual time, which can be advanced through a dedicated command.
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Figure 12: Network-Compute Integration Overview.

4.6 Integration with OpenDC

We extend OpenDC [28] 36, 37], an open-source datacenter simulation platform, which
incorporates advanced models for emerging cloud-datacenter technologies and applica-
tions, including serverless computing with FaaS deployment and TensorFlow-based ma-
chine learning. By integrating network simulation on top of OpenDC, instead of creating
a stand-alone tool, we ensure the long term support of the OpenDC platform. Addition-
ally, the resulting tool can offer a closer representation of real life scenarios with combined
simulation of compute and networking and their interactions.

{
"networkSpecsPath": "test_network.json",
"clusters":
{
"name": "CO1",
"hosts" : [{
"count": 128,
"cpu": {
"coreCount": 8,
"coreSpeed": "3.2 Ghz"
},
"memory": {
"memorySize": "128e3 MiB",
"memorySpeed": "1 Mhz"
1},
"powerModel": {
"modelType": "linear",
"power": "400 Watts", {
"maxPower": "1 KW", "type": "fat-tree-specs",
"idlePower": "0.4W" "switchSpecs": {
} "num0fPorts": 8,
H "portSpeed": "10Gbps"
3 }
} }
(a) Define 128 hosts to be mapped to test_network. (b) Define test_network (128 host nodes).

Figure 13: Setting Up Topology for Compute-Network Simulation.
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Section Focus Independent Variables

Feature Evaluation

§5.2 QoS Policies QoS policy used (MaxMin, FCFS,; ...)

§5.3 Routing Protocol Routing protocol used (ECMP, OSPF, ...)

§5.4 Topology Topology used (Fat-Tree, FlatNet, Spine-Leaf...)
Performance Evaluation

§5.5 Scalability Workload Size, Number of Nodes, ...

Table 4: Experiments Overview.

4.7 Combined Network and Compute Simulation with OpenDC

In Figure we present an overview of the integration of the network simulator with
the OpenDC compute simulator. Keep in mind this is an extremely simplified view of
the system. In order to execute a combined compute-networking simulation the input
Workload (@) must be in one of the many formats compatible with the OpenDC platform
and include networking information. The Scheduler (@) is responsible for determining the
allocation of virtual machines (VMs), making decisions based on predefined policies and
weighted resource availability. Each Task (@) represents a computational job, service,
or application process that is executed within a virtual environment hosted on a physical
machine. The physical machines, referred to as Hosts (@), are capable of running multiple
VMs concurrently. Each host is mapped to a node in the Network (@), and to its Network
Interface (@) Each job can interact with the network through the interface, and receives
feedback on its network flows. As detailed in Figure[5] this feedback enables the application
of Quality of Service (QoS) policies at both the task and host levels. Consistent with the
approach used in network-only simulations, the Metric Exporter (@) records the state of
the network and its nodes, in accordance with the specified simulation configuration, and
exports the resulting data in Parquet format

5 Evaluation using Large-Scale Simulation (RQ3)

To demonstrate the effectiveness of our simulator, we conduct a set of experiments aimed
at validating its functionality and assessing the influence of individual components and
policies on overall datacenter energy consumption and QoS. Furthermore, we analyze
the simulator’s worst-case performance and scalability by varying independent variables,
thereby offering deeper insights into its operational limits and highlighting potential areas
for future optimization.

5.1 Main Findings

Our experimental findings indicate that the simulator effectively captures the impact of
various architectural and policy-level components on datacenter behavior. Specifically, we
confirm that adopting a FatTree topology yields performance improvements over a tradi-
tional tree-based topology. Moreover, the use of Max-Min fairness for resource allocation
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Figure 14: MaxMin vs. FCFS Tail Distribution of Average Flow Satisfaction.

results in higher levels of user demand satisfaction when compared to a simple first-come,
first-served (FCFS) approach. In addition, while Equal-Cost Multi-Path (ECMP) routing
incurs greater energy consumption than Open Shortest Path First (OSPF), it achieves
a superior network power effectiveness (NPE) ratio, suggesting its greater suitability for
the simulated scenario. Finally, our evaluation reveals that the simulator delivers accept-
able performance under a range of conditions, although scalability and runtime efficiency
remain potential areas for future enhancement

5.2 Evaluating Fairness Policies

Experiment Setup: This experiment aims to compare fairness of different policies (see
Section [2.5)), in particular we focus on First Come First Served and Max Min Fairness
[38], but the experiment can be extended with any fairness policy.

Results: Figure shows the tail distribution of the throughput percentage (through-
put/demand) for the two different setups. As expected MaxMin achieve better average flow
satisfaction, with FCFS yielding a lower average flow throughput percentage (=~ —7.1%).
This reduction can be attributed to the fact that high-demand flows can prevent lower-
demand ones from reaching their required demand, lowering the average.

5.3 Evaluating Routing Protocols

Experiment Setup: This experiments aims to compare throughput and energy con-
sumption metrics of different routing protocols that are widely used in practice (see Sec-
tion , with otherwise identical setups. In particular this experiment focuses on ECMP
[29] and OSPF [53]. The evaluation employs the Bitbrains workload on a FatTree network
topology configured with 128 hosts and 1 Gbps switches. The workload is derived from the
fastStorage dataset of the GWA-T-12 Bitbrains workload trace [47]. Bitbrains, a managed
hosting and enterprise computation service provider, supplies this dataset, which includes
traces from 1,250 virtual machines (VMs) deployed across software applications hosted
within Bitbrains’ datacenter infrastructure.

31



[y
|

o
=
!

| —— OSPF

== ECMP

0.01

Probability

—
/_..—-—-""'— ECMP 4 | I A } ——

o
o
S
=

(=)

/A mean

_/ median
—

Throughput [%] Power Draw [Watt]
(a) Throughput tail distribution. (b) Power draw at uniform intervals.

Figure 15: OSPF and ECMP Comparison

Results: Figure shows that in our simulation ECMP achieves higher throughput,
with a reduction in peak packet drop rates by approximately 65% compared to OSPF.
Additionally, this increased throughput and overall link utilization does not adversely
affect network energy consumption. As shown in Figure we observe a slight decrease
in energy consumption (=~ .5%). Regarding NPE (Section [2.7), the values observed for
ECMP were nearly identical to those of OSPF, 2.32Mb/W and 2.30Mb/W respectively,
with a marginal reduction of & 0.7%. This aligns with expectations, given that congestion
spikes, which influence NPE and CNEE metrics, are relatively infrequent over extended
observation periods.

5.4 Evaluating Topologies

Experiment Setup: This study aims to evaluate the impact of different network topolo-
gies (see Section on QoS and energy consumption in datacenters, while also demon-
strating the effectiveness of our simulator in assessing these metrics. Specifically, we focus
on comparing the advancements offered by the FatTree topology [7], relative to a legacy
tree-based datacenter architecture. For this experiment, both the FatTree and legacy tree
topologies are simulated in configurations with 250 host nodes and 1 Gbps switches on all
layers. We employ Max-Min Fairness for resource allocation and Equal-Cost Multi-Path
(ECMP) routing to ensure balanced load distribution across network paths.
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Figure 16: LegacyTree vs. FatTree.

32

3.5




Results: Figure [16] shows some of the results of the experiment. FatTree topology ex-
hibits a 61% higher power consumption relative to the Tree topology, this is due to higher
number of network components, in particular switches, required for such topology. De-
spite this increased energy draw, FatTree achieves higher network performance, with an
average throughput improvement of 73.1% over the Tree topology. Additionally, Figure
highlights a notable disparity in traffic demand fulfillment, where FatTree consistently
maintains a high fullfilment percentage. These results are likely due to the Equal-Cost
Multi-Path (ECMP) routing in the FatTree architecture, which optimizes link utilization
and reduces bottlenecks. In contrast, the conventional hierarchical structure of the Tree
topology tends to lead to link saturation.

Figure [I6D] indicates that the increased power consumption from FatTree’s larger number
of network devices is compensated by its capacity to accommodate higher traffic demand,
resulting in an overall gain in NPE (defined in Eq @ It is important to note that these
results may vary with different workloads. For workloads with low bandwidth demands,
Tree topology links are less likely to become saturated, reducing or even eliminating the
performance advantages typically seen with FatTree topologies.

Regarding NPUE (defined in Eq , and calculated based on both host and network
energy consumption as total IT energy use, FatTree achieved a NPUE of approximately
4.68, while the Tree topology reached around 6.92, indicating a 48% higher effectiveness.

5.5 Scalability Analysis

Experiment Setup: We evaluate the scalability of our simulator with respect to three
key factors: the number of links in the network, the workload size, and the level of available
parallelism. To isolate the impact of each variable, all other parameters are held constant
while we vary one independent variable at a time. For each configuration, we measure
the average simulation runtime over 20 runs. All experiments are conducted on a FatTree
topology using ECMP routing. It is important to note that, in a FatTree topology, increas-
ing the number of links inherently increases the number of nodes. However, we consider
the number of links to be a more direct indicator of the network’s complexity. All runtime
are measured while exporting all available metrics, ensuring worst case scenario. For the
workload size and parallelism experiments, we employ a FatTree topology comprising over
600 hosts. All runtimes are measured while exporting the full set of available simulation
metrics, as an upper bound on the simulation runtime for the given inputs.
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Figure 17: Scalability of OpenDCN Simulator.

Results: As shown in Figure the simulator exhibits a gradually increasing exponential
runtime relative to the number of links in the network. In contrast, as expected, it demon-
strates linear scaling with respect to workload size. While larger topologies may benefit
more significantly from increased parallelism, the performance gains in this particular
setup appear to plateau at around 16 threads, as illustrated in Figure

6 Conclusions & Future Work

In Section [6.1] we highlight the main contributions of this paper and the insights gained
from the experiments. Section discusses potential areas for future improvements and
enhancements to the simulator.

6.1 Conclusions

In Section |3, we address presenting our design approach for a discrete network
simulator capable of simulating a wide range of topologies. It supports the integration of
various routing protocols and fairness policies, which can be easily added, while maintain-
ing flexibility for integration with a compute simulator for compute-network simulations.
In Section [4, we address providing a high-level overview of the key concepts behind
the network simulator implementation. This includes details on the inputs, outputs, and
how to leverage the interactive REPL environment. We also provide an overview of how
to conduct a combined compute-network simulation by integrating the network simulator
with OpenDC, a state-of-the-art datacenter simulator [28, B36], along with an example of
such a simulation. Finally, in Section [5], we address demonstrating the usefulness of
our simulator both in isolation and in combination with a datacenter compute simulator.
We use the simulator to examine the impact of various routing protocols, fairness poli-
cies, and topologies, both in network simulations and compute-network simulations, on
energy consumption and QoS. Additionally, we perform a scalability analysis, highlighting
both positive and less favorable results, which encourage future improvements in terms of
performance and scalability.
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6.2

Future Work

We envision 5 main areas of future work to further improve the simulator:

1

Performance Enhancements: We plan to implement various performance opti-
mizations. There is significant potential for improvement, and our goal is to develop
a simulator that not only adheres to modern engineering standards and maintains
high flexibility but also offers competitive performance compared to other state-of-
the-art simulators.

GUI REPL: Although the REPL environment is already user-friendly, we aim to
further enhance it by integrating a Graphical User Interface (GUI). This addition
will promote adoption in educational contexts by providing visually interactive data-
center simulations, where the consequences of user actions are immediately reflected
on the screen. The GUI will also serve as a powerful tool for testing and debugging
components, thereby improving the overall user experience.

Fine Grained Compute-Network Resource Dependencies: We intend to
deepen the integration between the network simulator and OpenDC, aiming for
a more seamless and efficient simulation environment. This will allow for better-
defined resource dependencies between the two modules, resulting in highly precise
results and improved performance in compute-network simulations, an important,
though often overlooked, area that has the potential to yield valuable insights.

Expansion of Pre-built Components and Policies: We aim to expand the
library of pre-built, available components and built-in, recursively defined network
topologies. Additionally, we plan to increase the number of policies provided out-
of-the-box, along with detailed experimental evaluations of their effectiveness in
different simulation scenarios.

Educational Materials and Documentation: We plan to develop comprehen-
sive educational materials to facilitate adoption of the simulator. This will include
detailed documentation aimed at both users and developers. For users, we will offer
tutorials and interactive workshops, while for developers, we will provide extensive
documentation on the simulator’s architecture, covering both high-level concepts
and low-level components, enabling further extension and contribution to the open-
source project.
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